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Abstract 
This paper will present an overview of sensor networks.  I will begin by giving 

some background information about sensor networks such as what technological 
advances have made the very concept possible.  I will then give an overview of some of 
the concepts involved in ad-hoc wireless networks, of which sensor networks are a part.  
I will follow with examples of two projects involving sensor networks that are currently 
being pursued at UC Berkeley (Smart Dust and PicoRadio).  I will then conclude by 
presenting what I believe are the biggest hurdles that still have to be traversed. 
 



1.  Introduction 
In the past, Moore’s Law has pushed an exponential increase in the number of 

transistors on an integrated circuit.  This has allowed for greater speed and functionality 
on a given chip.  But Moore’s Law is also pushing a given functionality into a smaller, 
cheaper, lower-power unit [6].  There are various other trends that are occurring that will 
make sensor networks achievable, such as: complete systems on a chip (SoC), integrated 
low-power communication (RF, optical), integrated low-power transducers (power 
capacitor, solar cell, battery), integrated sensors (detect light, heat, position, movement, 
chemical presence, etc. [6]) (Figure 1). 
 

 
Figure 1: Complete system on a chip with integrated low-power communication, low-
power transducers, and integrated sensors. 
 

Bluetooth is the current product in the market that is closest to sensor networks.  
The Bluetooth standard is for short-range wireless communications.  It has a master-slave 
architecture and is a frequency hopping system which is designed for low power 
consumption and cheap, volume production.  While meeting the volume requirement, 
Bluetooth radios cost more than 10 dollars and consume more than 100 milliwatts [13].  
Although Bluetooth's price and power consumption will drop with technology scaling, 
this will by no means address the orders-of-magnitude reductions required for sensor 
network applications. 

The solution lies in a meticulous concern for energy reduction throughout all 
layers of the system design process.  The largest opportunity lies in the protocol stack 
where a trade-off between communication and computation, as well as elimination of 
overhead, can lead to a many orders-of-magnitude energy reduction [13].  An efficient 
configurable silicon platform can also contribute to large power savings. 
 



2.  Ad-Hoc Wireless Networks 
The wireless networks that are commonly in use today are the cellular networks.  

A large amount of infrastructure is required in cellular networks because the nodes 
communicate directly with a base station and the network is managed centrally.  In ad-
hoc wireless networks, no base stations or infrastructure are required.  This is because the 
nodes can form a multi-hop wireless network in which each node can talk with a 
neighbor.  This makes possible various applications such as sensor networks and 
intelligent control applications (such as monitoring the temperature in a room).  As you 
can imagine these ad-hoc wireless networks raise a set of issues that need to be 
addressed, such as addressing and routing. 
 
2.1  Simple Routing 

The most common approach to routing is geographical routing.  In this scenario, 
there are various assumptions that are made.  These assumptions are that each node 
knows its own position and its neighbors’ position, but nodes don’t know the global 
topology.  Also, the destination address is a geographical position to which the packet is 
to be delivered.  A simple routing algorithm would be to route to the neighbor which is 
nearest to the packet destination (Figure 2) [1]. 

 
Figure 2: Simple routing algorithm. 
 

But the problem with the simple routing algorithm is that it does not always work.  
As the routing is done toward the destination, the algorithm may hit a wall (Figure 3) [1].  
This wall is not necessarily a wall, but may exist simply because the distance between the 
next node in the desired direction is too far away to communicate with.  In this case when 
a node does not have a neighbor to which it can forward a packet, this packet is “stuck”.  
When a packet is stuck, a route discovery must be initiated to the destination D.  A path is 
found to D with, of course, the removal of any loops in the path.  The entry   
[position(D), s(i+1)] is added to the routing table of every node, s(i), along the path [1]. 

 
Figure 3: Simple routing does not always work. 



2.2  Grid Location Service (GLS) 
There are various desirable properties of a location service.  These properties are 

that the load must be spread evenly over all nodes, that service degrades gracefully as 
nodes fail, that queries for nearby nodes stay local, and that per-node storage and 
communication costs grow slowly as the network size grows. 

A routing method that provides these properties is the Grid Location Service 
(GLS) (Figure 4) [3]. 

 
Figure 4: Grid Location Service (GLS). 
 
GLS is very fault tolerant, scales to large numbers of nodes, and operates effectively even 
for isolated pockets of nodes.  Location servers are not specially designated; all nodes act 
as a location server.  There is no leader election or hierarchy to determine location server 
responsibility.  Assume that nodes select their location servers appropriately and send 
their coordinates to them.  At startup, all nodes know the same global partitioning.  GLS 
has significantly better scaling properties than doing  



3.  Smart Dust 
Smart Dust is a project in the EECS department at UC Berkeley (Pister).  The 

nodes run on an operating system called TinyOS (Culler).  These deveices are 
concurrency intensive and the system must provide efficient modularity [6].  These two 
problems are addressed by the tiny microthreaded OS, TinyOS. 

The communication works by passing active messages.  There are various 
benefits of active messages.  First, they use an event based model, which avoids busy 
waiting for data to arrive and allows the system to overlap communication with 
computation.  Second, it is a lightweight architecture, which balances the need for an 
extensible communication network while maintaining efficiency and agility [7]. 

Here are some details about active messages[5].  Each Active Message contains 
the name of a user-level handler to be invoked on a target node upon arrival and a data 
payload to pass in as arguments.  The handler function serves a dual purpose: extracting 
the message from the network, and either integrating the data into the computation or 
sending a response message.  The network is modeled as a pipeline with minimal 
buffering for messages.  This eliminates many of the buffering difficulties faced by 
communication schemes that use blocking protocols or special send/receive buffers.  To 
prevent network congestion and ensure adequate performance, message handlers must be 
able to execute quickly and asynchronously. 
 
3.1  Hierarchy 

Here is some general information about event based programming.  Event 
handlers are invoked to deal with hardware events (directly or indirectly).  The lowest 
level components have handlers connected directly to hardware interrupts: external 
interrupts, timer events, or counter events (Figure 7) [6].  Events propagate up through 
the component hierarchy (Figure 7) [6].  To perform long-running computation, 
components request to have tasks executed on their behalf.  Once executed by the 
scheduler, tasks run to completion and execute autonomously with other tasks. 

The component model allows for easy migration of the hardware/software 
boundary.  This is because the event based model is complementary to the underlying 
hardware.  This ease of migration from software to hardware will be particularly 
important for networked sensors, where the system designers will want to explore the 
tradeoffs between the scale of integration, power requirements, and the cost of the system 
[6]. 

However, by providing a consistent interface to communication primitives, 
application developers can easily transfer their applications to different hardware 
platforms. It is extremely advantageous to be able to customize protocols when dealing 
with networked sensors due to their extreme performance constraints and their large 
diversity of physical hardware [7]. 



 
Figure 7: Component hierarchy. 
 
3.2  Power Consumption 

In the field of networked sensors, power is the most precious recourse.  The vast 
majority of the power consumption occurs in the active state, with very little power used 
in the idle state (Figure 8) [6].  The system should embrace the philosophy of getting 
work done as quickly as possible and going to sleep.  The event-based approach creates a 
system that uses CPU resources efficiently.  The tasks associated with an event are 
handled rapidly, and no blocking or polling is permitted.  Unused CPU cycles are spent in 
the sleep state as opposed to actively looking for an interesting event [6].  This is a great 
benefit of the event based model. 

 
Figure 8: Current per hardware component of networked sensor platform. 



4.  Pico Radio 
The PicoRadio project deals with various other aspects that will be necessary for 

the development of sensor networks.  The ever evolving scaling of the semiconductor 
technology is enabling the co-integration of the interfacing, computation, position 
location, and communication functions into a single silicon circuit. 

There are various benefits of the system-on-a-chip approach.  You minimize the 
size of the sensor node.  It allows the use of advanced circuit architectures, which provide 
the optimal trade-off between flexibility and energy-efficiency.  The tight integration of 
communication and computation functions into a single chip will provide the desired 
functionality at the lowest possible cost and energy. 

A range of technologies are still necessary for the realization of ultra-low energy 
wireless sensor networks.  The study of multi-hop networks, and MAC layers that 
support low (but variable)-rate data transmission, while ensuring low energy-
consumption.  Chip architectures that enable the implementation of these advanced 
algorithms. (A heterogeneous combination of programmable, configurable, and fixed 
components.)  Mapping the advanced networking and communication algorithms onto 
such an architecture is a real design methodology problem.  Ensuring and verifying that 
these distributed and embedded systems will behave correctly is especially hard.  An RF 
front-end that meets the demands of variable bit-rates and energy-efficiency is also 
needed. 

The specification of the protocol stack is derived from the system requirements 
(top-down) and the wireless channel properties (bottom-up). (Figure 9) [10] 

 
Figure 9: This is the Intercom protocol stack. 
 
 
 
 
 
 
 



4.1  PicoRadio Application 
I will now go over the PicoRadio protocol for a simple application.  The 

application consists of a set of sensors (S), controllers (C), and actuators (A) (Figure 10).  
The interaction between S and C has two scenarios (Figure 11).  The first is the Pull 
scenario in which controllers request data to a set of sensors upon requests from an 
external user.  The second is Push in which sensors send data to controllers periodically. 
The interaction between C and A has only one scenario in which the controllers issue 
commands to actuators.

 
Figure 10: Protocol Stack. 
 

 
Figure 11: The application layer between 
the sensors (S) and controllers (C) 
showing the Pull and Push interactions

At the application layer level, each pair of interacting S, C, and A are connected 
by a reliable medium of one-hop links (Figure 12). This link is refined at the network 
layer into a multi-hop connection, where any node can be used as an intermediate hop in 
a path from source to destination (Figure 13). This multi-hop connection is essential to 
maximize reuse of resources and reduce power consumption. 

 
Figure 12: M1 connects a controller and the 
sensors to which the controller may request 
data.  The controller writes the message 
requests into the buffer and sensors read the 
buffer when there is an unread message.  
Write is non-blocking because it can overwrite 
equivalent requests.  Read is destructive only 
when all the sensors have read the buffer. 

 

 
Figure 13: Network layer.

 
4.2  Power Aware Routing 

Sending a bit of information through free space directly from node A to node B 
incurs an energy cost, which is a function of the distance d between the nodes.  The 
energy cost is proportional to dy (y is generally between 2 to 4 indoors) [12].  Given this 
greater than linear relationship between energy and distance, using several short hops to 
send a bit may be more energy efficient than using one large hop (Figure 14). 



 
Figure 14: Multi-hop network with several short hops instead of one long hop. 
 

But one must remember that the number of intermediate hops is limited by the 
number of nodes between A and B.  Moreover, we must include not only the energy 
radiated through the antenna, but also the energy dissipated in the radio for receiving the 
bit and readying the bit for retransmission.  Given the relative costs of transmission and 
processing, we can compute an optimal number of hops (Figure 15) [9]. 

 
Figure 15: Chart showing the optimal number of hops as a function of distance. 
 

Some observations can be made about the future at this point.  Process technology 
scaling will gradually reduce the cost of processing, with transmission cost remaining 
constant.  So, shorter hops will become even more preferable over time.  Also, using 
compression techniques, the number of transmitted bits can be reduced, thus reducing the 
cost of transmission at the expense of more computation [12].  This makes sense if the 
communication cost dominates, as with long-distance connections or when processing 
cost reduces enough. 

This communication-computation trade-off is one of the central ideas behind 
these low-energy networks.  The optimal trade-off has to be determined adaptively, based 
on data properties, node densities, and environmental circumstances [12]. This dynamic 
nature has a profound impact on the hardware composition and architecture of the 
network nodes. 
 



4.3  Architecture 
A great deal of work is also being done on the architecture of the PicoNode 

(Figure 16) [12].  There are many considerations, especially the trade-off between 
flexibility and energy efficiency.  The goal of the architecture is to provide both 
flexibility and low energy.  A flexible interconnection scheme that is optimized for low-
power operation must connect the modules.

 
Figure 16: PicoNode architecture. 

 
Figure 17: Flexibility vs. energy trade-
off in implementation.

 
Processor implementation is three orders of magnitude more expensive, for 

energy consumption, than implementation on dedicated hardware (Figure 17) [12].  
Experiments have shown that FPGA and configurable finite-state-machine 
implementations of the protocol stack are two orders of magnitude more efficient than 
embedded microprocessor or microcontroller solutions.  In order to achieve such low 
energy operation, the physical layer must have fast signal acquisition and low standby 
power.  Since the radio is asleep 99 percent of the time, the standby power of the radio 
must be very low in order to meet the energy budget [12].  These goals can only be met 
by advancing the state of the art in low-energy physical layer design. 
 
 
 
 
5.  Conclusion 

We seem to be getting close to realizing networks of sensors.  The main factors 
that are making this possible are lightweight, event-based communication, shrinking die 
size (lower power and cost), and advancement of system on a chip technology.  
Developing better techniques for system and architecture design and developing 
techniques for mapping an application to these architectures are essential for developing 
systems with so many aspects.  These are probably the biggest hurdles that need to be 
overcome.  A great deal of effort is being directed to overcoming these obstacles since 
they are problems that are present for embedded systems in general. 
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